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Extracting scalar measures from functional data
with applications to placebo response∗
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In controlled and observational studies, outcome mea-
sures are often observed longitudinally. Such data are dif-
ficult to compare among units directly because there is no
natural ordering of curves. This is relevant not only in clini-
cal trials, where typically the goal is to evaluate the relative
efficacy of treatments on average, but also in the growing
and increasingly important area of personalized medicine,
where treatment decisions are optimized with respect to a
relevant patient outcome. In personalized medicine, there
are no methods for optimizing treatment decision rules using
longitudinal outcomes, e.g., symptom trajectories, because
of the lack of a natural ordering of curves. A typical practice
is to summarize the longitudinal response by a scalar out-
come that can then be compared across patients, treatments,
etc. We describe some of the summaries that are in com-
mon use, especially in clinical trials. We consider a general
summary measure (weighted average tangent slope) with
weights that can be chosen to optimize specific inference de-
pending on the application. We illustrate the methodology
on a study of depression treatment, in which it is difficult to
separate placebo effects from the specific effects of the an-
tidepressant. We argue that this approach provides a better
summary for estimating the benefits of an active treatment
than traditional non-weighted averages.

AMS 2000 subject classifications: Primary 62P10,
62J99; secondary 62-07.
Keywords and phrases: Average tangent slope, Longi-
tudinal data, Ordering curves, Placebo effects.

1. INTRODUCTION

The primary goal in many statistical analyses is to
compare measurements made on individuals from different
groups, and this is usually done using an appropriate sum-
mary statistic (e.g., the mean). For example, in medical re-
search, the goal is often to compare patients’ outcomes ob-
served under different treatments. These comparisons are
fairly straightforward if the outcome is a scalar quantity. If
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the outcome is not a scalar, however, then it is not always
clear how to compare groups. Many studies are longitudinal
in nature and so the natural outcome is multivariate with
a temporal structure, i.e., the outcomes are curves (a.k.a.
trajectories). For example, the primary outcome in a longi-
tudinal study may be symptom severity (measured on some
scale) as a function of time. In order to rank treatments, it
is necessary to first derive a scalar summary of the longitu-
dinal outcome.

It is increasingly common in practice to observe data that
are functional in nature and to analyze the data in its natu-
ral functional form, e.g., [6, 5, 4, 18, 16]. While this allows for
major advances in flexibility and interpretation, one disad-
vantage of taking such an approach is that functions are not
naturally ordered. To make comparisons among functional
valued objects, it is convenient to summarize the data in
some way to allow an ordering.

This paper examines the problem of determining an ap-
propriate summary measure that allows comparisons be-
tween groups when the outcome measure of interest is a
curve. The obvious question is: How to define a suitable
scalar “outcome” from a longitudinal (or functional) trajec-
tory that captures the salient features of the outcome curve?
Of course, whenever a functional outcome [15] is reduced to
a single scalar quantity, there will be a loss of information.
The goal of this paper, which is a general objective of all
of statistics, is to determine a method for extracting a suc-
cinct and meaningful summary measure of data consisting
of curves, with minimal loss of information.

Generally speaking, if y(t) denotes a smooth function,
we can consider an operator T that acts on y(t) (typically
a transformation such as a differential) and integrate to ex-
tract a scalar summary:

∫
T (y(t)). The choice for T depends

on the goal of the analysis. For example, T (f) = [D2(f)]2

(the squared second derivative) is commonly used in penal-
ized regression to prevent overfitting. In other settings, it is
useful to employ a weighting function w(t) ≥ 0 to empha-
size (or de-emphasize) portions of the function’s domain,
such as:

∫
w(t)[Dk(f(t))]2dt. Natural choices for weighting

functions can be based on the density of sampling points
[e.g., 27, Remark 2] or on an inverse variance function σ2(t)
in settings of non-constant variability in y(t) across the do-
main for t. [2] considered a weight function based on the
coefficient of variation and showed that its use often im-
proves the performance of methods such as clustering and
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permutation testing for functional data. In the setting of
personalized medicine, an attractive choice for a weighting
function is one that will distinguish between the effects of
different treatments and/or amplify differences in treatment
effects. We consider such an approach in Section 4.

Previous approaches for deriving a scalar quantity from
individual functional (often longitudinal) observations that
have been considered suffer from poor statistical properties
such as instability, bias or inability to handle missing data
e.g., [25, 1]. In medical research, for example, a popular ap-
proach, grounded in the opinion that what matters most is
patient’s health status at treatment end, is simply to ignore
earlier observations and base the inferences on the analy-
sis of outcomes that are observed at the end of the study.
[8] treats the issue of missing data by proposing inferences
on the contrast between groups at the study end, using lon-
gitudinal mixed effects models with the baseline value of the
outcome as a covariate. Aside from the frequent problem of
missing observations at the end of a study, this approach ne-
glects the shape of the outcome trajectory, which might be
informative in terms of how individuals change (for better
or for worse) during the course of treatment and follow-up.

Another frequently used approach is to calculate the
change in the measure (e.g., the observation at the last
assessment minus the baseline assessment), or the rate of
change per unit time by subsequently dividing the change
by the length of time in the trial. The change-score ap-
proach neglects the observations in between baseline and
study endpoint and is thus inefficient. If the trajectory is
well-approximated by a line, then this rate of change is sim-
ply an estimate of the slope of the line and a better alterna-
tive would be to fit a straight line model to all the subject’s
data and use the slope as the outcome. Fortunately, in recent
years many medical fields have seen a meaningful shift from
ad hoc approaches such as “last observation carried forward”
(LOCF), to more principled alternatives in the presence of
missing data, such as mixed-effects models for longitudinal
data with a linear effect of time. This can provide valid esti-
mates of the mean change over time and, in clinical studies,
for the mean treatment effect, under the assumption that the
longitudinal model for the outcome is correct and that the
outcome is missing at random [3]. A potential major prob-
lem with the straight line approach is model misspecifiation,
i.e., the “true” trajectories are not straight lines. If the tra-
jectories are more complicated functions, then the question
arises as to how to extract a meaningful scalar quantity that
summarizes the pertinent information in the entire curve.

The primary approach explored in this paper for deriv-
ing a scalar outcome from a curve is to use the average tan-
gent slope (ATS) or average rate of change. We show that
in a linear mixed-effects model, provided that the “true”
underlying model is quadratic, the estimated slope from a
straight line fit approximately equals the ATS, if the degree
of missing data is small. This suggests that fitting a straight
line and using its slope, an attractive option because of its

simplicity, is also a principled and valid approach when the
underlying function is approximately quadratic. However we
caution that even when the underlying function is quadratic
in time, if there is a substantial amount of missing data, the
simple straight line approach can perform quite poorly as
an estimator of the ATS.

In this paper, the primary focus is on quadratic mod-
els, because they are a simple alternative to a straight line
fit and are widely used in practice. As such, they allow fo-
cusing our presentation on the concept of ATS and the ef-
fects of model misspecification, while avoiding the neces-
sity to tackle the technical difficulties that come with more
complicated parametric and nonparametric curves. In addi-
tion, quadratic functions are widely used in medical research
when a straight line does not appear to fit the observed data
[e.g., 11, 20, 10, 7]. Section 2 considers the average tangent
slope as a scalar quantity of primary interest to extract from
a curve. In Section 3, the ATS measure is discussed when the
trajectory is not linear, but quadratic. A weighted version of
the ATS is proposed (WATS) in Section 4. The usefulness of
the WATS as a scalar summary of a curve is demonstrated
in a case of a clinical trial where the placebo response is
high and the weighting allows a better estimate of the spe-
cific effects of an active treatment beyond the possible co-
occurring of placebo effects. The applicability of ATS and
WATS to functional outcomes of any form, whether para-
metric or nonparametric, is discussed in Section 5.

2. THE AVERAGE TANGENT SLOPE

Let y(t) be a function-valued outcome that is measured
at a finite number of time points. For simplicity, we will refer
to t as representing time, though other indexes are possible
(and common). We assume that y is a smooth function of t.
Often y(t) corresponds to a longitudinal outcome and cur-
rent statistical practice for the analysis of longitudinal data
is to fit a mixed-effects model with random effects corre-
sponding to the units (e.g., patients) in the study.

Denote by ỹi the vector of observations from unit i, i.e.,
ỹi = (ỹi(ti1), . . . , ỹi(timi)), ỹi(tik) = yi(tik) + εik, with tik
being the time of the kth observation on the ith unit, k =
0, . . . ,mi It is common to represent functional observations
as a linear combination of a set of basis functions {φj(t)}pj=1

with their basis coefficients. If we decompose each coefficient
into a sum of a fixed-effect βj (representing a population
“average”) with a subject-specific random effect bij , then
the functional observations can be expressed as

ỹi(tik) =

p∑
j=0

(βj + bij)φj(tik) + εik,

This functional model can be expressed using the standard
mixed-effects model formulation as

(1) ỹi = Xi(β + bi) + εi,
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where β = (β0, β1, . . . , βp)
′ is the vector of fixed-effects and

bi = (bi0, bi1, . . . , bip)
′ is a vector of mean zero random ef-

fects with covariance matrixD. The random effects are often
assumed to be multivariate normal bi ∼ N(0,D). The struc-
ture of D will depend on how the functional trajectories are
represented, e.g., the number of knot points if using splines.
For estimation, the covariance matrix D may either be con-
strained to have some structure or left unstructured when
fitting the model. In our applications we leave D unstruc-
tured and estimate it using maximum likelihood estimation.
The “design” matrix Xi represents the evaluation of the ba-
sis functions φj(tik) used to fit the functional curves at the
observed time points for the ith unit. The error εi is as-
sumed to be independent of the random effects and (often)
assumed to be N(0, σ2I). Model (1) is quite flexible because
of the wide range of choices for the basis functions defining
the columns of Xi. The subscript i on Xi allows the time
points to vary from unit to unit which could occur if the
sampling times are not uniform or if some participants have
missing values. Model (1) can be generalized to incorporate
covariates as well.

In order to extract a meaningful scalar quantity that sum-
marizes the function y, it is useful to consider the deriva-
tive y′. The derivative, defined to be the slope of the tangent
line to the curve at time t, indicates the instantaneous rate
of change at time t, e.g., improvement (or worsening) of
symptoms in a medical study. A natural scalar measure of
the overall outcome is the average rate of change (i.e., aver-
age derivative) over the course of the study. If time a and b
denote the beginning and end of the study respectively, the
average tangent slope during the study is given by

Average Tangent Slope (ATS):

1

b− a

∫ b

a

y′(t)dt =
y(b)− y(a)

b− a
.(2)

If y(t) is linear, then (2) is just the slope of the line. We can
generalize this definition using the idea of a weighting func-
tion (mentioned above) if some portions of the time interval
are regarded as more important than others. Let w(t) > 0
denote a weighting function that integrates to 1 over the
domain of y. For a given choice of w, a weighted average
tangent slope is:

Weighted Average Tangent Slope (WATS):∫ b

a

y′(t)w(t)dt.(3)

Thus, the ATS (2) is a special case of (3), corresponding to a
WATS with a uniform weight function. We will demonstrate
in Section 4 how (3) can be used to help differentiate placebo
response from a response due to an active component of a
treatment.

3. QUADRATIC TRAJECTORIES

Straight line fits have the clear advantage of easy interpre-
tation but sometimes are inadequate to describe the data.
For example, in randomized clinical trials (RCT) for the
treatment of conditions, such as depression or pain, some
patients show a fast rate of initial improvement (perhaps
due to an early placebo effect), followed by a slowing rate
of improvement or, perhaps, even a deterioration. Other pa-
tients may experience slow initial improvement with faster
improvement later in the study. A quadratic curve can bet-
ter model such trajectories.

To illustrate, Figure 1 shows fitted quadratic trajecto-
ries of depression severity measured on the Hamilton Rat-
ing Scale for Depression (HRSD) versus time from an 8-
week study of major depressive disorder. Lower HRSD is
associated with lower-levels of depression. These data are
from a RCT for depression treatment, with an antidepres-
sant (“drug”) arm and a placebo arm. Subjects were eval-
uated at baseline (week 0), and weeks 1, 2, 3, 4, 6 and 8.
For each treatment group, a mixed-effects model (1) with a
quadratic term was fit to the data with subject-level random
effects:

(4) ỹij = (β0 + bi0) + (β1 + bi1)tji + (β2 + bi2)t
2
ji + εij ,

where ỹij is the jth outcome for the ith subject, β′ =
(β0, β1, β2)

′ is a vector of fixed effects, and we assume the
vector of random effects b = (bi0, bi1, bi2)

′ is trivariate nor-
mal with covariance matrix D as in model (1), independent
of the errors εij . The thick solid curves in Figure 1 are the es-
timated mean trajectories for drug and placebo treated sub-
jects. The two mean trajectories are quite similar, with the
drug mean curve only slightly lower than the placebo mean
curve indicating a better outcome on average at all mea-
sured time points beyond baseline (t = 0) for drug-treated
subjects. We note that likelihood ratio tests indicate that
the quadratic term in (4) is highly significant (p < 0.001) in
both treatment groups.

3.1 Average quadratic slope

If the outcome trajectory y is quadratic, i.e., y(t) = β0 +
β1t+ β2t

2, then the average tangent slope (2) is easily seen
to be

(5) β1 + β2(a+ b) = (y(b)− y(a))/(b− a),

the average change over the duration of the study. The aver-
age tangent slope (5) is a convenient quantity to summarize
a quadratic outcome over time. A simple estimator of the
tangent slope in (5) may be obtained by plugging maximum
likelihood estimators in place of their counterparts in (5):

(6) β̂1 + β̂2(a+ b).

For an arbitrary smooth function f(t), let m(t) =
α0 + α1t be the best (in terms of mean squared er-
ror in L2) straight line approximation to f(t), i.e.,
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Figure 1. Fitted quadratic trajectories of depression severity
(measured on the HRSD) over time for drug (blue solid

curves) and placebo (red dashed curves) treated subjects. The
thick solid curves are the corresponding estimated mean

parabolas.

minα0,α1

∫ b

a
(f(t)− α0 − α1t)

2dt. We now summarize some
results:

Result 1: The slope α1 of this best fitting straight line is
equal to the ATS (2) if and only if f is a quadratic function
[22]. This means that even if the outcome y is quadratic, the
slope of the best straight line approximation in the L2 sense
will equal the average tangent slope (5).

Result 2: If the time points are symmetric about their
midpoint (a+b)/2, then the estimated slope from a straight
line fit will be exactly equal to the average tangent slope
obtained from a quadratic fit [22]. If the distribution of time
points is not symmetric about the midpoint, then the slope
of a straight line fit may deviate from the average tangent
slope, as will be demonstrated in Section 3.3.

In an ordinary least squares setting, suppose the deter-
ministic part of the true model is quadratic, i.e., y(t) =
β0 + β1t+ β2t

2 but a straight line model y(t) = α0 + α1t is
instead fit to the data. Let

(7) X1 =

⎛
⎜⎜⎜⎜⎜⎝

1 t1
1 t2
1 t3
...

...
1 tm

⎞
⎟⎟⎟⎟⎟⎠

and X2 =

⎛
⎜⎜⎜⎜⎜⎝

1 t1 t21
1 t2 t22
1 t3 t23
...

...
...

1 tm t2m

⎞
⎟⎟⎟⎟⎟⎠

,

denote the design matrices for the straight line model and
the quadratic model, respectively. Writing the true model in
matrix notation, the vector of observed responses ỹ is

(8) ỹ = X2β + ε,

with β = (β0, β1, β2)
′. If a straight line is fit to the data, we

obtain the least-squares estimators by solving

(9) (X ′
1X1)

−1X ′
1ỹ = (X ′

1X1)
−1X ′

1(X2β + ε).

A straightforward derivation shows that the expected value
of the estimated slope (conditional on the observed time
points) in the straight line fit is

(10) E(α̂1) = β1 + β2

[∑
(tj − t̄)3∑
(tj − t̄)2

+ 2t̄

]
,

where t̄ is the average of the time points. Note that (10)
equals the average tangent slope β1 + β2(a + b) when the
fraction in the bracketed term in this expression is zero,
i.e., whenever the average time point is in the center of the
interval and the third central moment is zero.

Result 3: The estimated slope of a straight line fit is un-
biased for the average tangent slope in the common longi-
tudinal setting with time points that are symmetric about
their mean.

Result 4: If a quadratic model is fit to the data using
a design matrix defined by orthogonal polynomials, then
the estimated coefficient for the linear term will provide an
unbiased estimate of the average tangent slope.

The columns can be orthogonalized using a Gram-
Schmidt process or standard formulas for orthogonal poly-
nomials. In the current setting, if X2 is the design matrix
for the quadratic model from (7) and A is defined to be

A =

⎛
⎝1 −t̄ −

∑
t2j/m+ t̄

∑
(tj − t̄)t2j/

∑
(tj − t̄)2

0 1 −
∑

(tj − t̄)t2j/
∑

(tj − t̄)2

0 0 1

⎞
⎠ ,

then X2A has orthogonal columns. By re-expressing (8)
as ỹ = X2β + ε = (X2A)(A−1β) + ε, it follows that an
estimator of the average tangent slope can be obtained by
taking the second term of the vector

(11) A−1β̂.

3.2 Linear approximation to a quadratic
mixed-effects model

Using matrix notation, the quadratic mixed-effects
model (4) can be written as

(12) ỹi = X2i(β + bi) + εi,

where X2i is similar in form to (7) but using only the ob-
served time points for unit i, and X1i is similarly defined.
Consider fitting the straight line mixed-effects model,

(13) ỹi = X1i(α+ ai) + νi,
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to the data where α = (α0, α1)
′ denotes the vector of fixed

effects from a linear model; ai is a vector of random effects
and νi denotes the error term.

Fitting straight line models is often the common practice,
even if some trajectories exhibit curvature because straight
line models are easy to interpret, the slope of the line pro-
vides a convenient outcome summary, and a straight line will
often extract the pertinent information in the overall trend
in the response. For these reasons, we present the follow-
ing proposition showing that if a straight line mixed-effects
model is used, even if there is some (quadratic) curvature,
the slope of the estimated fixed-effect line will often success-
fully capture the overall trend.

Proposition 1. If the quadratic model (12) holds, and the
time points are symmetric and the set of times points is iden-
tical for all units, then, conditional on the time points, the
maximum likelihood estimator of the slope from a straight
line mixed-effects model (13) is unbiased for the average
quadratic slope.

The proof is provided in the supplementary ma-
terial, http://intlpress.com/site/pub/files/ supp/sii/2021/
0014/0003/SII-2021-0014-0003-s001.pdf. Thus, a single-
number summary of a quadratic trajectory in a linear mixed-
effects model for estimating the ATS is simply the slope from
fitting a straight line model. In the next section we compare
this estimator with those obtained from fitting the quadratic
model and investigate potential biases that can result when
there are missing observations on some subjects, as is com-
mon in a clinical study.

3.3 A simulation illustration

A simple simulation experiment was performed in R [24],
in which 1000 data sets were generated from a quadratic
mixed-effects model (4) using parameters similar to those
estimated from the drug treatment group of the depres-
sion study described earlier. There were n = 100 sub-
jects per simulated data set with time points that matched
the time points of the previously described study (namely
t = 0, 1, 2, 3, 4, 6, 8). The vector of fixed effects was set to
be β = (20.0,−2.0, 0.2)′ and the covariance matrix for the
random effects was set to

D =

⎛
⎝ 8.00 3.00 −0.40

3.00 1.50 −0.16
−0.40 −0.16 0.03

⎞
⎠ .

The error variance was set to σ2 = 16. The true average
(quadratic) slope for this model is −0.4, indicating that on
average one sees a 0.4 decrease in HRSD per week.

Four methods were used to estimate the average
quadratic slope:

1. (Quadratic) Fit the correct quadratic mixed-effects
model (4) using maximum likelihood estimation and
linearly transform the estimated vector of fixed-effects
using (11) to estimate the average quadratic slope.

2. (Linear) Estimate the slope by fitting a (misspecified)
mixed-effects model that has a linear term (and both an
intercept and a slope random effect) but no quadratic
term.

3. (Formula) Fit the quadratic model as in Method #1
above, but use the formula (6) with maximum like-
lihood estimates plugged in to estimate the average
slope.

4. (Crude) Form a crude estimate of the average slope sim-
ply by taking the difference in the observed first and last
outcomes divided by the difference in the corresponding
times:

Crude Estimatei =
ỹi(t1i)− ỹi(tmi)

tmi − t1i
,

and averaging these over all participants.

Three missing data scenarios were run: (i) there were no
missing observations for any of the subjects; (ii) observa-
tions were missing completely at random (MCAR) with a
missing rate of 30%; and (iii) the missing data were due
solely to patient dropout, i.e., monotone missingness that
was independent of the value of the outcome y. For scenario
(ii), each observation had 30% probability of missingness,
except for the first observation for all subjects, i.e., all sub-
jects had observations at time t1i = 0. If a subject had no
observations at time points after baseline, they were not in-
cluded in the estimation. For scenario (iii), 50% of subjects
had no missing data, 30% were missing their last observa-
tion only, 10% were missing their last two assessments, 5%
were missing their last three, and 5% were missing their last
four assessments.

Figure 2 shows the resulting smoothed histograms of the
estimates obtained by each of the four methods for estimat-
ing the average slope. The dotted black vertical line marks
the true average quadratic slope in each scenario. The left-
most panel corresponds to the case in which there are no
missing data, and in this case, all four methods perform sim-
ilarly, producing essentially unbiased ATS estimates with
similar variances even though the time points are not ex-
actly symmetric about their mean. This indicates that mild
deviations from symmetry, as in this example, will not nec-
essarily result in a meaningful bias for any of the candidate
estimators.

The middle panel of Figure 2 shows the results of estimat-
ing the average slope with the 30% MCAR. The results for
the quadratic fit and the formula method are nearly iden-
tical to each other and give the correct estimate on aver-
age. However, the slope from fitting a straight line model is
under-estimating the true average slope substantially, and
the crude method performs even worse, under-estimating to
a greater extent. In the supplementary material, we elab-
orate on the bias of the average slope estimate from the
straight line fit due to the missing values. In the illustration
with the HRSD example, the downward bias of the average
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Figure 2. Nonparametric densities for the 4 ATS estimation
methods (i) Fitting a quadratic model (solid black curve),

(ii) fitting a straight line model (dashed red curve), (iii) using
the formula (6) (dotted green curve) and (iv) the crude

estimate (broken-dashed blue curve). The vertical dotted line
marks the true average slope at −0.4. Left panel: No missing

data; Middle panel: 30% MCAR data; Right panel:
Dropout missing pattern with 50% no missing, 30% missing
only the last observation, 10% missing exactly the last 2

observations, 5% missing exactly the last 3 observations, and
5% missing exactly the last 4 observations.

slope estimate would lead to overstating the rate of improve-
ment.

In the third simulation scenario, shown in the right-most
panel of Figure 2, the missingness is monotone, as it would
be when patients drop out during the study. Similarly to
the MCAR scenario, the estimates from the quadratic fit and
those using the formula tend to agree with each other and es-
timate the true slope well on average. Also note that the im-
pact of missing data on the variability of the Quadratic and
Formula-based estimates of the average tangent slope (mid-
dle and far-right panels compared to the left panel of Fig-
ure 2) is not very severe. This is because the Quadratic and
Formula estimation methods are based on maximum like-
lihood estimates of the fixed-effects from the mixed-effects
model that efficiently uses all available data. Estimates from
the straight line fits are considerably biased, and those from
the crude fit are even more so. Dropout can be pervasive
in clinical trials and this simulation shows that dropout
can result in badly biased estimates if sensible estimation
strategies are not followed. As noted earlier, many partici-
pants will experience lower HRSD scores (corresponding to
less severe symptoms) very early in the study, likely due
to placebo effects, even before an active medication has a
chance to produce a specific effect. If these placebo effects
wane later, the trajectory will tend to bend upwards (in-
dicating more severe symptoms) later in the study if it is
not counteracted by a specific drug effect. If such a subject
drops out before her/his trajectory begins to curve upward,
this will lead to a badly biased estimate for this subject’s
average slope outcome when fitting a straight line (or using
the crude estimator). However, the two estimates obtained
from fitting a parabola mitigate this problem and they pro-
duce reasonable estimates of improvement using the average
slope.

Figure 3. Distribution of the average quadratic slope
estimates from the antidepressant study for drug-treated
(black curves) and placebo-treated (red curves). The solid

curves are based on fitting a straight line to the data and the
dashed curves are estimates using the average tangent slope

formula (6) obtained from fitting a quadratic linear
mixed-effects model.

3.4 Application to depression data

Returning to the antidepressant example, Figure 3 shows
the distribution of the average tangent slope estimates from
the drug treated (black curves) and placebo treated (red
curves) arms. The solid curves represent the estimates de-
rived by simply fitting a straight line and the dashed curves
correspond to using the average tangent slope formula (6)
after fitting a quadratic mixed-effects model. BLUPS were
used to compute the average tangent slopes for individ-
ual subjects (by summing the estimated fixed-effects with
subject-level predicted random-effects terms obtained from
fitting a mixed-effect model for the drug and placebo-treated
subjects). From the figure we can clearly see that the aver-
age tangent slope estimates are considerably lower for drug-
treated than placebo-treated subjects, indicating that sub-
jects are having better outcomes (steeper decline of depres-
sion symptoms) on drug compared to placebo. This plot
also illustrates that both methods of estimating the aver-
age tangent slope are generating very similar estimates (the
sample correlation between the average tangent slope es-
timates for the two methods are r = 0.956 and 0.952 for
drug and placebo-treated subjects respectively). This indi-
cates that the problem of missing data is not negatively
impacting the estimation of the ATS using the slope of
a straight line fit. Not counting the baseline assessment,
which all subjects had, 61% had all remaining assessments,
16% had one missing assessment, 9% had two missing as-
sessments, 6% had three missing assessments, 4% had four
missing assessments and another 4% had five missing assess-
ments.
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Figure 4. Three different longitudinal outcome trajectories of
depression severity (HRSD) versus time (week) for an 8-week

RCT. The three trajectories have equal average tangent
slopes.

4. A WEIGHTED AVERAGE SLOPE
MEASURE

We have demonstrated that the ATS defined in (2) can
offer a meaningful scalar-valued summary of a longitudinal
trajectory. However, the ATS can also mask important dif-
ferences in outcome trajectories. This is especially true in
studies where the shape of trajectories can provide insight
about a type of response. Here we highlight this point us-
ing the depression study introduced earlier as an illustra-
tion where the goal is to distinguish non-specific (placebo)
response from specific (drug) response to an active drug
treatment. Figure 4 sheds light on the complications that
can occur for quadratic trajectories as a function of time.
This figure shows three prototypical but yet very distinct
outcome trajectories of depression symptom severity mea-
sured on the HRSD versus time (weeks) as in Section 3.
The baseline depression levels for the three hypothetical in-
dividuals are all equal to 18. Additionally, by the end of
the treatment, all three individuals have exactly the same
depression level. Summarizing the curves, we have:

A. Subject A had a strong initial response but halfway
through the trial (week 4) the improvement stopped
and depression symptoms began to worsen. This is typ-
ical of someone who experiences an initial and immedi-
ate placebo response that subsequently wanes and de-
pression symptoms worsen (e.g., [13, 14, 21, 17]).

B. Subject B shows a linear trajectory with a constant rate
of improvement over the 8-week period.

C. Subject C showed very little initial improvement, but as
time went on, this subject’s symptoms began improving
at a quickening pace. The trajectory for Subject C is
consistent with a specific drug response (without any

initial placebo response). This type of trajectory can
occur when the active medication takes a few weeks to
exert a clinically meaningful effect, as is typical with
some classes of antidepressants [13, 14, 21, 17, 23]).

The outcome trajectories for patients A, B, and C in Fig-
ure 4 are all very distinct in shape and represent distinctly
different clinical outcomes but the average tangent slope for
all three curves are exactly the same. Without follow up
data or strong assumptions, it is not possible to extrapolate
beyond week 8 with any degree of confidence from the three
curves shown in Figure 4 and thus, it is not possible to de-
termine how the three individuals will continue to progress
beyond the period of the trial.

In other situations, trajectories may take a variety of
other shapes besides linear and quadratic (e.g., an initial
placebo response followed by a brief deterioration which is
then followed by a period of improvement once the drug be-
gins to have an effect). In such cases, the weakness of the
ATS measure in (2) becomes evident because this formula
is based only on the initial and final values of the outcome,
ignoring the observations in between these two extreme time
points (see Figure 4).

To remedy this weakness, in this section, we propose us-
ing a weight function w(t) to differentially emphasize por-
tions of the time interval based on their relative importance.
The ATS formula in (2) applies equal weights of the obser-
vations at each of the time points and is a special case of
the general weighted version, WATS of (3) using a uniform
distribution with density wu(t) =

1
b−aI(a,b)(t). The question

of what constitutes “importance” can be rather subjective.
In the illustrative study of Section 3.4, one major goal is
to find patient characteristics that might predict whether a
patient will experience a specific drug effect when treated
with an active drug. Therefore, we need a specific scalar
summary of the entire symptoms trajectory that separates
placebo effects from the specific drug effect. Such a scalar
measure could then be used as an outcome in the regression
analyses for finding baseline predictors of the specific antide-
pressant effects. One natural approach for extracting pure
specific effect from the trajectories of drug-treated subjects
is to use a weight function that will down-weight time inter-
vals in which non-specific effects may be predominant and
up-weight time intervals in which any specific effects due to
the drug will tend to be manifest.

The idea of using a weighting function w(t) ≥ 0 with
functional data was proposed in [2] to obtain improved re-
sults in methods such as classification. [2] considered pair-
wise weighted L2 distances between functional observations
and estimated the weight function to minimize the coeffi-
cient of variation.

From our earlier description of prototypical placebo re-
sponders in a depression study, we propose a weight func-
tion based on μpbo(t), the population-level average trajec-
tory of placebo-treated patients, and its derivative, μ′

pbo(t).
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The weight function we propose to be applied in (3) is

(14) w(t) = c exp{μ′
pbo(t)},

where the constant c is a normalizing constant to ensure that
the weight function integrates to one. The rationale behind
this weight function is to apply lower weight to portions
of the time interval where this derivative is negative, i.e.,
the time intervals where placebo-treated subjects on average
are improving (which can only be due to placebo effects).
Other portions of the time interval will be correspondingly
up-weighted, depending on the average rate of change in
symptom severity demonstrated by subjects treated with
placebo.

4.1 Application to depression data

In Section 3.4, quadratic profiles were used to model
the longitudinal trajectories of the HRSD over the 8-week
study period. Using a quadratic function simplifies the ex-
pression for the proposed weight function. Denoting the
mean quadratic trajectory for placebo treated subjects as
μpbo(t) = βp0 + βp1t + βp2t

2 with derivative μ′
pbo(t) =

βp1 + 2βp2t, the weight function is

w(t) = ceβp1+2βp2t = ceβp1e2βp2t = c2e
2βp2t,

and the factor eβp1 can be absorbed into the normalization
constant since it does not depend on t. Note, in the simple
case of a quadratic trajectory, the weighted average tangent
slope becomes

∫ b

a

y′(t)w(t)dt =

∫ b

a

(β1 + 2β2t)w(t)dt = β1 + 2β2Ew[T ],

(15)

where T is a random variable with pdf w(t). If T has a uni-
form distribution on [a, b], then the weighted average slope
is simply the ATS of (5). The left panel of Figure 5 shows
the estimated mean trajectory for placebo-treated subjects
which is used to construct the exponential weight func-
tion ŵ(t) seen in the right panel. As the figure shows, the
weight function ascribes relatively low importance to the
early phase of the study and increases exponentially towards
the latter part of the treatment period. In other words, to-
wards the beginning of treatment, when the non-specific
treatment effects are strong, the tangent slopes of the drug-
treated subjects would be down-weighted while they will be
up-weighted towards the end of the study when the non-
specific effects dissipate. This allows the extraction of a sin-
gle scalar measure of the specific response of drug-treated
subjects. The Ew[T ] from (15) with respect to the weight
function based on data from placebo-treated subjects is es-
timated to be 5.54. If T were uniform on the interval [0, 8],
then this expected value would be equal to 4. In this sim-
ple case, in which quadratic trajectories are used, the only

Figure 5. Estimated mean quadratic trajectory for
placebo-treated subjects (left panel) and the corresponding

weight function ŵ(t) in the right panel.

effect of the weighting function is to increase the impor-
tance of the curvature in the formula for the average slope
from (15) β1 + 2β2Ew[T ] (5.54 versus 4). This accentuates
the specific-drug effect improvement seen towards the end of
the 8-week period that is mostly absent in placebo-treated
subjects.

Figure 6 shows an illustration using data from four drug-
treated subjects and their estimated trajectories. The solid
blue curves in each panel are the individual quadratic tra-
jectories, the grey line is simply a straight line fit and the
dashed red curve (the same on all panels) is the mean
parabola for placebo-treated subjects. The text in the pan-
els gives the average tangent slope (“Quadratic”), the slopes
from fitting a straight line (“Linear”), and the weighted
average tangent slope (“Weighted”). (The average tangent
slope and straight line slope estimates differ slightly be-
cause the assessment times are not symmetric.) The two
subjects on each row have roughly equal (unweighted) av-
erage tangent slopes of −0.960 and −0.950 on the top row
and −1.680 and −1.621 on the bottom row. However, the
trajectories within a row pair have quite different WATS:
0.221 vs. −0.949 on the top row; and −2.072 vs. −1.148 on
the bottom row.

Since the weighted and un-weighted average tangent
slopes have different standard errors, it is instructive to com-
pare these two measures using their respective z-scores. On
the top row of Figure 6 the z-scores for the un-weighted av-
erage tangent slopes for the subjects in (a) and (b) panels
are za = 0.003 and zb = 0.027, both very close to zero; how-
ever, the z-scores for the weighted estimates are zawt = 1.235
and zbwt = −0.871, (Recall, more negative values correspond
to more improvement). Although the subject in panel (a)
showed improvement early, this subject’s depression symp-
toms subsequently worsened. Correspondingly, the weighted
average tangent slope (meant to summarize the specific ef-
fect of the treatment) is positive, indicating an overall wors-
ening, which could be interpreted as an absence of specific
drug effect. The estimated trajectory for the subject in panel
(a) (blue solid curve) is similar in shape to the mean placebo-
treated trajectory (red dashed curve). On the other hand,
the estimated trajectory for the subject in panel (b) shows
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Figure 6. Four drug-treated subjects: subjects on the same
row (a, b) and (c, d) have roughly equal (unweighted)

average tangent slopes, but their weighted average tangent
slopes differ substantially. Blue dots: observed data; Blue
solid curve: estimated quadratic trajectory; Gray solid line:

estimated linear trajectory; Red dashed curve: mean
quadratic trajectory for placebo treated subjects.

a roughly constant rate of improvement over the 8 week pe-
riod with no indication of worsening towards the end of the
trial period, giving a negative z-score for the WATS and
indicating an overall improvement.

Similarly, for subjects shown on the bottom row of Fig-
ure 6, the z-scores of their un-weighted average tangent
slopes are quite similar, zc = −1.674 and zd = −1.536
respectively. However, their z-scores for the weighted av-
erage tangent slopes are respectively zcwt = −2.892 and
zdwt = −1.229. Among the pair in the bottom row, in terms
of the unweighted quadratic slopes, the subject in panel (c)
appears to be doing only slightly better than the subject
shown in panel (d). However, the weighted average tan-
gent slopes show that the improvement for the subject (c)
is highly uncharacteristic of improvement seen in placebo-
treated subjects. The subject in panel (c) has concave-down
trajectory with the improvement occurring at the end of the
trial period when placebo effects are less likely. The weighted
average tangent slope for the subject in panel (d) is also neg-
ative, indicating an overall improvement, but most of this
improvement occurs early, between weeks 2 to 4, a period
where placebo-treated subjects are also showing improve-
ment on average. Such trajectories are interpreted as ex-
periencing early placebo effects, followed by antidepressant
effects and subjects with such response curves were charac-
terized as mixture-type responders in [23].

5. DISCUSSION

The tangent slope of an outcome curve (e.g., a longitu-
dinal trajectory) provides information on the instantaneous
rate of change (e.g., improvement) at a specific time point.
Averaging these tangent slopes across the time range of
the experiment can provide a meaningful scalar summary
of a functional trajectory. The weighted average versions
of these slopes allows additional flexibility in extracting a
scalar summary from a longitudinal and, more generally,
functional data objects, that can emphasize specific features
of the curve, depending on the problem at hand. In experi-
ments involving a control group (e.g., patients treated with
placebo), we introduced a weighted version of the average
tangent slope, to better separate the effect of the active drug
from that of the placebo.

In this paper we focused on the case in which the curves
are well approximated by specific parametric models –
quadratic polynomials – for several reasons. First, in many
longitudinal studies of relatively short durations and with
relatively small number of assessment points (as, for exam-
ple, are the majority of treatment studies in psychiatry),
the course of symptoms over time can be adequately mod-
eled by a quadratic polynomial. Second, in those cases, re-
searchers often approximate such outcome trajectories by
straight lines, which, in some cases is not a bad choice,
given that the ATS of a quadratic polynomial is equal to
the slope of the best L2 straight line approximation. (Recall
that we warned about potential problems with using this
approach indiscriminately.) Third, because of the simplicity
of the quadratic model, we could present algebraic results
in simple forms, which allowed us to focus on the interpre-
tations of ATS and WATS, rather than on technical details
of the derivations.

The concepts of ATS and WATS are applicable to any
smooth curve y(t) representing observations ỹ(t) over time
or any argument t. For example, if the underlying model for
y(t) is a cubic polynomial, i.e., y(t) = γ0+γ1t+γ2t

2+γ3t
3,

the ATS is γ1 + γ2(b+ a) + γ3(b
2 + ab+ a2), where [a, b] is

the domain of t and this ATS can be approximated by using,
for example, the MLEs of the γ coefficients. For a nonpara-
metric representation of y(t), the ATS can be computed by
using derivative estimates, that are a by-product of local
polynomials or spline fits. There are numerous alternatives
for obtaining the derivatives and computing the ATS (and
thus, also WATS) for nonparametric models for functional
data objects, [e.g., 19, 26, 9]. Also, the computation of ATS
and WATS in research (based on derivatives for example)
can be implemented much more widely than what is illus-
trated here using easily accessible modern computational
tools [e.g., 24].

An important consideration in practice is the choice of the
weight function for the WATS estimator and one concern is
the choice of the weight function might be considered some-
what arbitrary. In our antidepressant example, the weight
function was chosen with the goal of differentiating specific
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effects of the active treatment from non-specific placebo ef-
fects and using the first derivative of the mean placebo tra-
jectory was a natural choice for the weight function. In prac-
tice, it would be important to have an objective justification
for the selected weight function (e.g., the examples noted in
the Introduction section) and a discussion about the effect
of the weight function on the inferences, including relevant
sensitivity (to the weight) analyses.

One important use of ATS and WATS, as scalar sum-
maries of longitudinal or functional outcomes, is in the area
of precision medicine, specifically, the derivation of optimal
treatment decision rules. For the purposes of optimization,
researchers need to define a quantity to be optimized. Cur-
rently, only methods for optimizing scalar quantities exist.
Thus, any application of an optimal treatment decision rule
in a longitudinal setting would require extraction of a scalar
from patients’ outcomes observed over time. The ATS offers
a principled approach to extracting a summary measure of
the course of symptoms over time, while the WATS provides
a flexible extension that can be tailored to specific applica-
tions. For example, in precision medicine, a common objec-
tive is to determine a treatment decision rule to maximize
the average outcome under that decision rule [e.g., 12]; in
the setting when the outcome is longitudinal, the choice of
a weighting function for extracting a scalar summary could
be based on maximizing the value of a decision rule.
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